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essential for the safety of these systems to securely verify
the integrity of the motion information.
A considerable body of work exists in the area of secure
verification of locations, which could be used to verify motion in terms of changes in position over time, [8, 9, 10, 11,
12, 13]. These approaches, however, have been designed to
verify position claims, not claims about speed and direction
of movement, i.e., the velocity. As a consequence, such a
point-wise verification of the velocity using location verification schemes only allows for verifying the average velocity between two positions. This is a fundamental drawback
which renders this approach useless for time-critical applications (e.g. collision avoidance) since these applications often
rely not only on the integrity of positions, but also on exact
velocities of other vehicles at a particular instant in time.
Such applications require solutions for securely verifying instantaneous velocity.
In this paper, we propose using the Doppler effect to securely verify the instantaneous velocity. The Doppler effect
is a well-known technique to infer the relative speed of moving objects in classical radar systems [14]. It has also been
used for passive emitter localization and motion estimation
in [15, 16, 17, 18, 19].
Similarly, our approach relies on the Doppler shift, but
uses it to verify the location and velocity of transmitters in
a secure way. The key idea of our scheme is to measure
the Doppler shift of a signal at multiple positions simultaneously. While an attacker may attempt to manipulate its
transmission frequency to fool a single receiver, it cannot imitate the effect of motion in the frequency domain for more
than two receivers at once.
We show that by using Doppler shift measurements from
at least three different locations, we can securely verify all
location and velocity claims. We provide formal proof for the
security of our scheme, derive the theoretical requirements,
and investigate the feasibility of verifying motion claims in
operational real-world systems.
Our experimental results with air traffic control signals
demonstrate that our approach can be used to significantly
enhance the security of air traffic management systems. In
particular, we provide means for measuring the Doppler shift
of air traffic signals using off-the-shelf software-defined radios. Additional simulations using real air traffic motion
data confirm that the accuracy of our setup is sufficient to
securely verify the position and velocity of aircraft with an
equal error rate of zero.

Future transportation systems highly rely on the integrity of
spatial information provided by their means of transportation such as vehicles and planes. In critical applications (e.g.
collision avoidance), tampering with this data can result in
life-threatening situations. It is therefore essential for the
safety of these systems to securely verify this information.
While there is a considerable body of work on the secure
verification of locations, movement of nodes has only received little attention in the literature. This paper proposes
a new method to securely verify spatial movement of a mobile sender in all dimensions, i.e., position, speed, and direction. Our scheme uses Doppler shift measurements from
different locations to verify a prover’s motion. We provide
formal proof for the security of the scheme and demonstrate
its applicability to air traffic communications. Our results
indicate that it is possible to reliably verify the motion of
aircraft in currently operational systems with an equal error
rate of zero.

1.

Jens Schmitt†

INTRODUCTION

Today’s economy highly relies on the effectiveness of the
transportation system. However, the capacity of the transportation system is pushed to its limits by the ever growing number of vehicles and airplanes. The solution to this
problem lies in more autonomous means of transportation.
Since machines can react faster and more accurately than
humans, the minimum separation of vehicles can be reduced
to increase the density, and, thus, the capacity of roads and
airspace [1, 2].
To enable autonomous air and ground navigation applications such as collision avoidance, platooning, or automatic
cruise control, new standards and technologies have been
published to provide position, speed and direction of moving vehicles [3, 4]. However, as demonstrated in [5, 6, 7],
integrity breaches due to malicious tampering with this data
can result in life-threatening situations. Consequently, it is
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The rest of the paper is organized as follows. The next section introduces the problem of motion verification and our
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velocity

conformance with the reported motion claim. From a protocol’s viewpoint, as soon as one verifier detects a mismatch,
it sends an alarm and we consider an attack detected.
To be more precise, each verifier X ∈ V located at (the
known) position px measures the center frequency f x of each
motion claim C = (p, ~v ). It then checks the following verification condition:
f0
?
fx =
,
(1)
1 − vcx

~v
verifier

θx

90◦

p
~vx

prover

px

Figure 1: Notation and values used by our verification scheme to determine the Doppler shift.

where the radial speed vx is derived from C as explained in
Section 2.1.
It is worth noting that our scheme neither relies on any
sort of time synchronization among the nodes, nor does it
require specialized hardware such as sectorized antennas. In
addition, it is completely passive and does not require any
additional communication. We conclude that our scheme
is lightweight in the sense of verification speed (considers
only single measurement), cost-efficiency, and scalability.
As demonstrated in Section 4, the Doppler shift can be
measured with simple commercial of-the-shelf hardware and
there is no need to, e.g., allocate expensive RF spectrum
bandwidth for dedicated verification communication. Except for the case of an attack, our scheme does in fact not
require any exchange of control messages at all.

basic verification scheme. It is then followed by a formal security analysis in Section 3. The feasibility of our scheme in
the context of air traffic communication is evaluated in Section 4 and we provide a comparison with related solutions in
Section 6. The transfer of our findings to other technologies
such as vehicular networks and more sophisticated attacker
models are discussed in Section 7.

2.

MOTION VERIFICATION

Similar to the related problems of location verification [8]
and track verification [13], we define the problem of motion
verification as follows. A set of verifiers V wish to verify
whether a moving prover’s claimed motion in space C is true.
A motion claim is a tuple C = (p, ~v ), where p denotes the
prover’s location and ~v its velocity vector. To differentiate
the problem of motion verification from location verification,
we demand that the prover claims to move with a speed that
is not zero, i.e., v = |~v | > 0.

2.1

3.

3.1

System Model

vx = cos (θx ) · v .
Note that the radial speed becomes vx = v if the prover
moves exactly towards X (i.e. θx = 0◦ ) and vx = −v if it
moves away from X (θx = 180◦ ).
Due to the Doppler effect, X receives the signal with a
frequency offset which depends on the radial speed. Accordingly, X receives the motion claim C on the frequency

For ease of presentation, we start our security analysis
with the trivial case of a single verifier and extend it stepby-step by adding more verifiers. We assume that due to the
low system requirements of our scheme, cheap hardware enables deployments with large enough numbers of verifiers to
achieve a coverage sufficient to provide security. As shown
in the following analysis, our scheme already provides reasonable security if all positions of interest are covered by at
least two verifiers.

f0
,
1 − vcx

where c is the propagation speed of the prover’s signal. The
Doppler frequency shift (or simply Doppler shift) can then
be calculated as
δx = f0 − fx =

2.2

Attacker Model

We consider a single attacker A which is stationary and
located at position pa . By stationary, we mean that A’s
velocity vector ~va = ~0, where ~0 denotes the null vector
of length |~0| = 0. We further assume that the attacker
only uses one antenna and cannot launch distributed attacks from multiple locations. However, it can arbitrarily
adjust its transmission frequency and we do not impose any
restrictions on the attacker’s knowledge. In particular, A
knows the exact locations of all verifiers. The attacker’s
goal is to successfully claim a motion different from its real
one. This means, it broadcasts a false motion claim Ca with
Ca = (p, ~v ) 6= (pa , ~0). An attack is considered successful if
Equation 1 is satisfied for all verifiers X ∈ V.

We consider a system in which a moving prover continuously broadcasts a wireless signal on a predefined center
frequency f0 . The signal carries the prover’s current motion claim C = (p, ~v ). A stationary receiver X is located at
position px . As illustrated in Figure 1, we define ~vx as the
radial velocity of the prover towards X, and θx as the angle
between ~v and ~vx . We can now calculate the change rate of
the prover’s distance to X, the so called radial speed, as

fx =

SECURITY ANALYSIS

For simplicity, we only consider two-dimensional Cartesian coordinates and vectors in our analysis. Extending our
results to three dimensions is straightforward.

f0
.
1 − vcx

3.2

Case V = {X}
In case of a single verifier X, a stationary attacker has to
imitate the Doppler effect with respect to X by adapting
its transmission frequency fa accordingly. In order to successfully claim Ca , it simply transmits Ca on the frequency
expected by X according to Equation 1 (i.e. fa = fx ). Since

Verification Method

The basic idea of our scheme is to measure the frequency
of a prover’s signal at different locations and cross-check its
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3.4

px
prover’s claim C1
~v2

Analogously to the previous case and assuming that the
prover is not moving, we can conclude that an attacker facing three verifiers is limited to motion claims which result
in equal Doppler shift at each verifier, i.e. vx = vy = vz .
It is clear that the attacker’s options for p are now further
reduced to positions on one of the extensions of the line seg→
ments −
p−
a pb with pa , pb ∈ {px , py , pz } and pa 6= pb . In other
words, at least two verifiers must lie on a straight line from
the perspective of the claimed location p.

p2

~v1
p1
verifiers

py

Figure 2: Example scenario with two verifiers at px
and py and two motion claims C1 = (p1 , ~v1 ) and C2 =
(p2 , ~v2 ) which are not verifiable using our scheme.
Note that the velocity vectors always bisect the angle between the claimed position and the two verifiers when moving on a hyperbola.

Proof Let us assume that there are no verifiers X, Y ∈
V such that a straight line exists which intersects px , py ,
and p. This implies that the angle between ~vx and ~vy is
different for all pairs of verifiers X, Y ∈ V. We know from
the previous case that the attacker has to bisect all these
angles in order to satisfy Equation 1 for all three verifiers.
As it is impossible to bisect two different angles which share
one vector simultaneously, any velocity vector will violate
Equation 1 for at least one verifier.


the radial velocity of A and X is zero, X receives the signal on the expected frequency and the attack will not be
detected. In this way, the attacker can successfully pretend
arbitrary motions.

As explained above, subsequent motion claims have to
comply with their predecessors in order to stay undetected
for a certain period of time. Extending the considerations
of Section 3.3 to three verifiers leads us to the conclusion
that the attacker is now restricted to claiming motion along
all three pairwise hyperbolas simultaneously and, thus, the
pairwise hyperbolas must be equal. This, however, is only
the case if all focus points (the verifiers) lie on one straight
line since then, either θx = θy = θz = 0◦ or θx = θy = θz =
180◦ holds.

3.3

Case V = {X, Y }
In order to delude two verifiers, the attacker has to find a
false motion claim Ca and a transmission frequency which
both match X’s and Y ’s expectations at the same time. This
means for a given motion claim Ca , the attacker’s transmission frequency fa must satisfy the following two equations:
fa =

f0
1 − vcx

and

fa =

f0
v
1 − cy

3.5

Conclusion

For any V with |V| > 1, we can conclude from the analysis
in the previous sections that our verification scheme is secure
for single motion claims C = (p, ~v ) if there are two verifiers
X, Y ∈ V with different expected radial speeds vx 6= vy .
It is worth noting that this condition can be guaranteed
with an appropriate positioning of verifiers. For instance,
covering any location of interest by at least four verifiers
in a constellation different from a triangle or a straight line
ensures that for every motion claim there is at least one verifier which expects a radial velocity different from the others.
The same holds if all locations of interest are enclosed by at
least three verifiers. The latter scenario is used in our simulations below (Section 5.4).
If historical motion claims are considered as well, we can
additionally conclude that our scheme is secure if there are
two verifiers X, Y ∈ V and the prover is not claiming to
move along a hyperbola with foci px and py . If there are
more than two verifiers it is secure.

It is easy to see that the two equations can only be satisfied
if there is a motion claim Ca with vx = vy . In terms of
physical effects, this means that the attacker can only claim
motions where the Doppler effect observed by X equals that
observed by Y (i.e. fx = fy ). By replacing vx and vy by
their definitions from Section 2.1, we can reduce the problem
to finding a motion claim with
θx = θy

Case V = {X, Y, Z}

(2)

This, in turn, holds only for Ca = (p, ~v ) where ~v bisects the
clock- or counterclockwise angle between ~vx and ~vy . An alternative, yet still geometric interpretation of this constraint
is that the attacker can only claim motions where vector ~v
is tangential to one arm of the hyperbola with focus points
px and py and a semi-major axis length of half the difference
of the distances from p to the foci. Figure 2 illustrates this
for two verifiers and two motion claims C1 and C2 .
We postulate that this constraint will already provide sufficient or even strong security for many scenarios since attackers are forced to claim motion along hyperbolas to stay
undetected. Especially in the vehicular network scenario, it
is rather unlikely that roads satisfy Equation 2. Even if the
system faces hyperbolic roads, a proper positioning of the
two verifiers can prevent legitimate occurrences of Equation
2. In addition to that, if we assume that X and Y know
each other’s positions, they can simply check Equation 2 in
a first step. In case it is satisfied, they should consider the
track claim suspicious. In case it is not satisfied, the verifiers
can securely proceed with the normal verification procedure,
i.e., they check Equation 1.

4.

FEASIBILITY STUDY

Real-world measurements are naturally prone to noise induced by hardware and the environment. We are specifically
interested in whether we are able to build a real-world system with a sufficient accuracy to reliably detect violations
of Equation 1. We have therefore selected the scenario of air
traffic communication to test the applicability of our scheme
in a real-world environment.
We are considering the Automatic Dependent SurveillanceBroadcast (ADS-B). The ADS-B protocol is a key component of the next generation air transportation system which
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47.4

is currently being deployed [20]. In ADS-B, aircraft determine their three-dimensional position and velocity using
satellite navigation systems such as GPS. They periodically
broadcast this information on the secondary surveillance
radar frequency 1090 MHz.
As demonstrated in [5] and [6], ADS-B has serious security
issues due to the lack of authentication mechanisms or encryption. More precisely, integrity of information provided
by ADS-B cannot be guaranteed since it is possible to spoof
ADS-B signals even with low-cost commercial off-the-shelf
hardware. These security problems are aggravated by the
long development, certification, and deployment cycles in
aviation (usually 20-30 years) which render solutions requiring changes to the infrastructure useless in the short or even
medium term [21]. Consequently, passive schemes (such as
ours) are of special importance for aviation since they can
run side by side with the existing infrastructure without any
changes.

4.1

Latitude

47.2
Bern

46.8
46.6

Thun
7

7.2

7.4

7.6

Longitude

7.8

8

8.2

Figure 3: Tracks of the 17 flights observed with two
USRPs located in Bern and Thun. Each USRP measured the frequency of incoming signals.

In the following sections, we show how off-the-shelf softwaredefined radios can be used as verifiers in this environment.
Our results indicate that our scheme is a promising candidate for considerably improving the security of ADS-B .

ADS-B Environment

As mentioned above, it is important to verify ADS-B data
without requiring any changes to the standard or the infrastructure (including equipment in aircraft). Consequently,
our scheme has to cope with ADS-B as it is. For this reason, we start our analysis with a short characterization of
the ADS-B environment. We used dataset of air traffic positions from all over the world collected by the OpenSky Network1 . The dataset was based on about 500 million recorded
transponder messages.
In ADS-B, GPS-based velocity and position reports are
each broadcast twice per second [3]. Since normal aircraft
(e.g. airliners) usually move on quasi-linear tracks within
short periods of time, we can interpolate missing velocity (or
position) information for each received report. As demonstrated below, a simple linear interpolation achieves a sufficient accuracy for movements in the en-route airspace (altitudes above 9 km). Thus, we can consider both position and
velocity reports as a motion claim and obtain an expected
rate of about 4 claims per second.
Since the Doppler shift directly depends on the velocity
of a target, we are particularly interested in typical speeds
of aircraft. One thing we observed is that aircraft fly at
different speeds depending on the altitude. For instance, the
average velocity at altitudes below 9 km is 161 m/s while at
higher altitudes, the so called en-route airspace, the average
velocity is about 230 m/s.
The en-route airspace is of special interest to us since
most aircraft are usually at high altitudes. In particular,
the dataset from the OpenSky Network contained almost
twice as many positions from the en-route airspace than
from the lower airspace. That is because aircraft usually
climb directly to the en-route airspace after the start and
only descend to lower altitudes for landing. Hence, we can
assume that velocities of about 230 m/s are typical for the
air traffic scenario.
A second factor affecting our verification scheme with respect to expected Doppler shifts and number of verifiers required to cover a certain area is the range of a receiver.
As shown in Figure 8, reception ranges are usually between
300-400 km if there is a clear line-of-sight. This allows for
a large coverage of the en-route airspace with a relatively
small numbers of receivers.
1
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4.2

Experimental Setup

In order to investigate the challenges and accuracy of
Doppler shift measurements of ADS-B messages, we deployed two software-defined radios (Ettus USRP X300) at
two sites in Switzerland (Bern and Thun) which are about
25 km apart. Both USRPs used a GPS-disciplined, ovencontrolled crystal oscillator (GPSDO) as a clock source and
a sample rate of 10 MHz. They provide I/Q samples with a
resolution of 14 bit for both in-phase and quadrature component. The radio front-ends (SBX-120 daughterboards) were
tuned to the center frequency of ADS-B (1090 MHz). Each
setup recorded all ADS-B messages along with their raw I/Q
samples using a modified version of the GNU Radio-based
software receiver for transponder signals gr-air-modes2 .
After recording ADS-B signals for eight hours, we joined
both datasets and identified all messages that were received
by both USRPs based on their reception time and transponder ID. We then process the data with an ADS-B decoder
based on the library provided by the OpenSky Network3 to
extract accurate three-dimensional position, velocity, and
heading information from these messages. Figure 3 shows
the position reports and the locations of the receivers. As
a final processing step, we used linear interpolation to estimate the positions for non-position messages and velocity
as well as heading for non-velocity messages.
With this setup and preprocessing steps, we collected over
the course of about 8 hours a set of 2427 ADS-B messages
from 17 different aircraft. Each message is assigned to a
three-dimensional transmitter location (p), a velocity vector (~v ) and the raw signal data as received by each of the
receivers.

4.3

Results: Frequency of Arrival

The first step of our analysis was to investigate the noise
level in frequency of arrival (FOA) measurements. A common approach to determine the FOA of a signal is to first
translate it to its frequency domain representation using the
discrete Fourier transform and then identify the peak frequency. This methodology requires evenly spaced samples
2
3

https://opensky-network.org
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Figure 4: Pulse-position modulation of Mode S
replies and ADS-B messages [22].

0.6
0.4
0.2
0
-80

of the signal. In ADS-B, however, a pulse position modulation is used and the signal of interest arrives only in short
bursts of 0.5 µs with either no, 0.5 µs spacing, or 1 µs spacing (see Figure 4). Since we are only interested in the peak
frequency of these short bursts and not in the plain spectrum, we discard the samples between the pulses to reduce
the spectral noise. This filtering results in an incomplete
sample set. Unfortunately, algorithms for calculating the
spectral representation of a signal based on incomplete samples have generally a higher computational complexity than
the fast Fourier transform (FFT). The Lomb-Scargle periodigram, as a common approach, scales at O(N 2 ) whereas in
contrast, the computational cost of the FFT only increases
by O(N log N ) [23]. Hence, for efficiency reasons, we used
a linear interpolation to fill the gaps and argue that it is
sufficiently accurate since the expected Doppler shift is in
the range of a few hundred Hertz while the gaps are at most
1 µs wide. To be more precise, if the aircraft moves directly
towards the verifier at a speed of 230 m/s, the Doppler shift
is 836 Hz. A gap of 1 µs corresponds to only 0.0836% of a
complete oscillation of the Doppler shift frequency and the
error caused by the linear interpolation is therefore assumed
to be negligible. In summary, our FOA estimation is based
on a continuous approximation of the original pulsed signal
to amplify the signals spectral effect.
Let x(n) be the n-th I/Q sample of the interpolated signal
as received by X and F {x} its frequency domain representation that results from the discrete Fourier transform. We
estimated the FOA by determining the peak frequency in the
frequency domain representation of the interpolated signal:
fˆx = arg max |F {x}(f )|
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(a) ECDFs of the deviation of the measured FOA of the
receiver in Bern from the expected frequency.
1

ECDF
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(b) ECDFs of the differences of the FOAs between the two
receivers.

Figure 5: Aircraft-wise results of the frequency of
arrival measurements desribed in Section 4.3.

that transponders installed in aircraft differ significantly in
stability.
Secondly, the center frequencies of the transponders differ
significantly as indicated by the horizontal difference of the
ECDFs in Figure 5a. Consequently, we must assume that
the actual transmission frequency is different from 1090 MHz
as the transponders are obviously not calibrated or synchronized (e.g. using GPS).
Thirdly, the median difference of the FOAs of all transponders is always close to 500 Hz (see Figure 5b). Since this offset is independent of the transponder, we can assume that
despite the use of the GPSDO, the radio front-ends of the
receivers were not tuned to the exact same center frequency.
In addition, as Table 1 shows, the median difference stays
constantly around 450 ± 50 Hz for all flights and thus for
the whole duration of our measurements (8h). This suggests that the frequency offset of the two receivers can be
assumed to be constant over longer periods of time.
We can conclude from the above findings that directly
applying our verification method (Equation 1) to transponder signals is not practical in the ADS-B scenario due to an
unacceptably high noise level. Nevertheless, we can distinguish three kinds of noise that need to be addressed in order
to achieve a sufficient accuracy. Therefore, we propose an
adapted version of our verification scheme in the next section. It is specifically tailored to dealing with the special
conditions of ADS-B signals.

(3)

f

By finally subtracting the expected Doppler shift from fˆx ,
we obtained the deviation of the measured from the expected
FOA, corresponding to the measurement error when there
is no attack.
The results are shown in Figure 5 and Table 1. Figure
5a shows the empirical cumulative distribution functions
(ECDF) of the FOAs measured by the receiver in Bern and
separated by aircraft. There are several notable observations.
First, while the messages of some aircraft vary around a
central frequency within a range of less than 10 kHz, others
cover the whole spectrum from -300 kHz to 300 kHz. We
observed the same patterns for the respective aircraft in the
FOAs of the second receiver in Thun. In fact, the outliers
of both receivers (all values above the 10% percentile of the
absolute error) coincide 90%. On the contrary, the standard
deviation of the differences between the two receivers was
less than 500 Hz for other aircraft (see Table 1). We conclude

139

A/C
min
mean
median
max
std

1
302
434
431
558
53

2
-109e3
-868
419
92e3
28e3

3
-229
442
454
880
131

4
-62
431
445
714
131

5
100
441
434
960
134

6
171
483
464
786
121

7
-35e3
525
448
30e3
5625

8
-306
733
513
18e3
1979

9
-1328
524
504
1499
322

10
-18e3
1413
534
18e3
8002

11
-280e3
-4117
475
265e3
59e3

12
130
490
494
819
136

13
71
473
470
1024
152

14
45
479
473
836
132

15
-33e3
-139
416
2094
3899

16
25
499
500
844
132

17
-14e3
595
512
19e3
5742

Table 1: Measurement results: minimum, mean, median, maximum, and standard deviation of the sets of
differences fˆx − fˆy per aircraft (A/C). All values are provided in Hz.

5.

ADAPTED VERIFICATION SCHEME

Plugging this into Equation 5 yields

In accordance with the above observations, we can model
realistic frequency of arrival measurements with

(f x − f y ) − (δx − δy ) − xy
= |(xy + ) − (δx − δy ) − xy |

f x = f0 + δx + x + t + /2

= | − (δx − δy )|

where x is a constant frequency offset of the receiver’s radio
front-end, t is a constant frequency offset of the transmitter, δx the Doppler shift (see Section 2.1), and  a random
variable representing twice the random measurement noise.
Under the assumption that the random measurement noise
is additive, the frequency-difference of arrival (FDOA) at
two verifiers X and Y is then
fx − fy

=

?

<T

We analyze the security of the adapted scheme by considering the false acceptance and false alarm rate. Equations
5 and 6 show that, generally speaking, false alarms occur
when  exceeds T and fake claims become falsely accepted
when the absolute difference of  and the expected FDOA is
below T . We therefore say that T is optimal if it satisfies

(f0 + δx + x + t ) − (f0 + δy + y + t ) + 

= δx − δy + (x − y ) +
| {z }

(6)

(4)

 < T < | − (δx − δy )|

(7)

=xy

We can conclude that the adapted scheme is secure if T
exists. In practice, however, such optimal T do often not
exist since either the measurement error does not have an
upper bound or the expected FDOA is not high enough to
dominate the measurement error. The scheme can then only
provide statistical guarantees based on the distribution of 
and the expected FDOAs. To analyze this further, the next
section provides a realistic error model based on our realworld measurements.

The idea of our adapted scheme is to verify this FDOA
instead of the FOA. As Equation 4 shows, this has the advantage that the actual transmission frequency (f0 +t ) does
not affect the verification. The sources of noise are reduced
to the relative frequency offsets of the receivers xy and the
random noise .
As shown in the previous section, we can assume xy to
be constant over a sufficient amount of time. This allows us
to learn xy a priori in a calibration phase, for instance by
exploiting signals from test transponders which are already
widely deployed for the calibration of secondary surveillance
radar infrastructures. We therefore assume xy to be known
at runtime.
The adapted FDOA-based verification scheme works as
follows. For all pairs of verifiers X and Y which satisfy one
of the conditions of Section 3.5, we check for each received
ADS-B message
?

(f x − f y ) − (δx − δy ) − xy < T

5.2

The highest FDOA occurs if an aircraft moves exactly
on the line between two verifiers. If we assume a speed of
230 m/s, the difference in radial speed is 460 m/s and the
expected FDOA is about 1.6 kHz. Our previous measurements have shown that the accuracy of the above method is
not sufficient. Since the maximum frequency difference exceeded 1.6 kHz (see Table 1), an optimal T does not exist.
The goal of this section is to find a method to determine the
FDOA accurately enough for secure verification real flights.
A common approach to estimate the FDOA directly from
the I/Q samples is determining the offset with the maximum cross-correlation of the frequency domain representations F{x}(f ) and F{y}(f ) of X’s and Y ’s signals [15]. An
efficient way to find this offset (and thus the FDOA) is applying the convolution theorem:

(5)

where T is a pre-defined threshold which depends on the
measurement error and the expected FDOA. Note that if
there is no measurement error  and offset xy , the lefthand side of Equation 5 becomes zero for legitimate motion
claims.

5.1

Measuring the FDOA

Security

fx − fy

As we know from the previous analysis, if one of the requirements summarized in Section 3.5 is met, the verifiers
expect different Doppler shifts, that is δx 6= δy for at least
two verifiers X and Y . Let fa be the attacker’s transmission
frequency. The FDOA measured by X and Y then is
fx − fy

∗

≈

arg max |F{x∗ y}(f )|
f

where denotes the complex conjugate. In summary, we
can estimate the FDOA by calculating the discrete Fourier
transform of the product of the conjugated I/Q samples of
one signal and the I/Q samples of the other signal.
The drawback of this method is that it requires the transmission of raw signal data to at least one node in the network. While exchanging I/Q samples at a sample rate of

= (fa + x + t ) − (fa + y + t ) + 
= xy + 
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worst (compare Table 1) while the standard deviation of aircraft 2 is decreased by a factor of over 200. A closer look
at the outliers below -345.45 Hz and above 374.8 Hz (99%
were between these values) did not reveal any dependence
on the signal-to-noise ratio or the bit confidence as defined
in [3] and therefore rejects the hypothesis that temporal effects (e.g. higher noise levels) affects some flights more than
others. We therefore confirm for our further analysis that
the measurement error  is independent and identically distributed for one transponder.
The highest error observed was max(|f x −f y |) = 918.82 Hz.
In terms of speed, a difference in the FDOA of 918.82 Hz
corresponds to a difference in radial speed of 253 m/s. As
mentioned above, the maximum difference in radial speed
in the air traffic scenario is 460 m/s and the maximum expected FDOA 1.6 kHz. This combined with the result of
our security analysis of the adapted scheme (Section 5.1)
suggests, that our setup is not able to perfectly distinguish
benign and fake motion claims without false alarms since

µ: -468.07
σ: 90.36
ν: 5.11

300
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0
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Figure 6: Histograms of the FDOA of all messages
with (red; narrow) and without (blue; wide) Doppler
compensation. The distribution is fitted by a tlocation-scale distribution with location µ, scale σ,
and shape ν.
500

|δx − δy | ≤ 2 · max(|f x − f y |)

0

and Equation 7 can therefore not be satisfied. However, the
probability for such outliers is extremely low. In particular,
the probability for a measurement error greater then T Hz
is
Z T
P (|| > T ) = 1 −
P ( = e) de
(8)
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Figure 7: Q-Q plot comparing the random measurement error to the fitted t-distribution shown in Figure 6 after subtracting the estimated constant tuning offset.

−T

If we assume that the underlying distribution of  matches
the fitted t-distribution above (compare Figure 7), the probability for errors, e.g, above 538 Hz (see results in Section
5.4) is
P (|| > 538 Hz) ≈ 0.0018

10 MHz appears inefficient at first, we argue that this is
not a problem for ADS-B messages. I/Q samples of USRPs
are 32 bit wide4 . Combined with a sample rate of 10 MHz,
we obtain a total of 1200 samples per ADS-B packet. As
a matter of fact, only about 580 of these samples actually
convey information due to the pulse-based modulation used
in ADS-B. Altogether, only 2320 bytes of signal data per
verifier and message need to be exchanged to be able to use
the above method.

5.3

Hence, if we use a threshold T = 538 Hz, the expected
false alarm rate is 0.16%. If we extend our scheme such
that an alarm is only raised if Equation 5 is violated by two
successive motion claims of an aircraft, the average false
alarm rate drops quadratically to P (|| > T )2 ≈ 0.0003%.
The same holds for the probability of accepting an attacker’s motion claim. A false location claim becomes accepted by the verifiers X and Y if | − (δx − δy )| < T . The
probability for this inequality to be satisfied can be bounded
as follows (T ≥ 0):

FDOA Results

The measured frequency offsets according to this method
are shown in Figure 6. After removing the estimated Doppler
shift in the FDOA measurements, the left over error is distributed around xy = −468.07 Hz. Subtracting the constant offset xy results in a random measurement noise 
which is well-fitted by a t-distribution with scaling σ =
90.36 Hz and ν = 5.11 degrees of freedom (compare Figure 7).
The improvement achieved with this method is considerable. In particular, directly measuring the FDOA with
the above method turns out to be much more robust in the
presence of the highly unstable transponder signals. As the
statistics in Table 2 show, some transponders are still more
stable than others, but the variance dropped significantly.
For example, if we consider the standard deviation as a measure of stability, aircraft 1 still performs best and aircraft 2

P (| − (δx − δy )| < T ) = P (|(δx − δy ) − | < T )
≤ P (|δx − δy | − || < T )
= P (|| > |δx − δy | − T )
Z |δx −δy |−T
=1−
P ( = e) de
T −|δx −δy |

If we assume the expected FDOA of a fake motion claim
is 1200 Hz and T = 538 Hz, the probability of a false acceptance is lower than or equal to 0.0676%. If we require
the acceptance of two successive motion claims for successful
verification, the probability of an attacker not being detected
drops to 4.5728 · 10−5 %.
In order to strengthen these theoretical findings and to
finally demonstrate that our setup is – despite the residual
measurement error – capable of verifying real-world motions
at reasonable false alarm/acceptance rates, we conducted
simulations with real-world motion data and present the results in the next section.

4

In fact, it is only 28 bit wide since the ADC has an I/Q
resolution of 14 bit but we skip this optimization for the
sake of simplicity.
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A/C
min
max
std

1
-180
117
52

2
-390
368
138

3
-636
254
113

4
-707
222
100

5
-483
250
95

6
-246
274
105

7
-263
241
69

8
-312
919
137

9
-295
344
104

10
-415
375
103

11
-268
299
73

12
-263
345
117

13
-288
379
116

14
-448
382
131

15
-551
422
183

16
-319
294
112

17
-303
416
117

Table 2: Frequency-difference of arrival measurement results: minimum, maximum, and standard deviation
of the FDOA per aircraft (A/C) minus the constant offset of xy = −468.07 Hz. All values are provided in Hz.
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Figure 10: The expected frequency-difference of arrivals of our dataset from the OpenSky Network.
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Figure 8: Locations and ranges of the three receivers
used for our analysis.
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Figure 11: The false alarm and false acceptance ratios of our simulation for different thresholds. Each
of the 402,627 motion claims was tested individually.
Figure 9: The receiver locations and the flights used
for our simulations.

5.4

the triangle, and on the other hand, there is always a pair of
receivers which satisfies the verification requirements (Section 3.5). We then fetched 24 hours (16/03/2016) of state
vectors5 from the en-route airspace (above an altitude of
9 km) of the triangle from the OpenSky Network’s database.
In total, we obtained 402,627 state vectors from 866 different
aircraft. The total set of state vectors is shown in Figure 9.
We refer to these state vectors as motion claims from here
on.
For each motion claim and each pair of receivers, we calculated the expected FDOA. We know from the previous
analysis that our verification scheme performs best when
the expected FDOA is high. Therefore, we identified for
each motion claim the pair of receivers with the highest
expected FDOA and used this pair for verification. The
FDOAs of the receiver pairs with the highest difference are
shown in Figure 10. In the next step of our simulation, we

Performance in the Real World

While the previous sections concentrated on identifying
and quantifying the challenges of the air traffic scenario and
the capabilities of our USRP-based setup, this section aims
at combining all our findings and investigates the performance of our setup in a realistic environment. We are particularly interested in the false acceptance rate and false
alarm rate with real-world motion claims. For this purpose,
we conducted the following simulations using real air traffic
motion data.
We first selected three receivers of the OpenSky Network.
Their locations and ranges are shown in Figure 8. They are
located closely to major Central European airports (Frankfurt, Munich, and Zurich) and the triangle between them is
fully covered by all three receivers. We have chosen them
based on their constellation. The triangle constellation is
generally good for our verification scheme as on the one
hand, it produces high FDOAs of signals sent from within

5

A state vector consists of aggregated ADS-B position and
velocity information within a second from one aircraft. See
https://opensky-network.org/impala-tables.
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False Alarms/Accepts (%)

100

times of successive location claims, their method can detect false track claims without requiring time synchronization among the sensors. While the requirements imposed on
the hardware are equal to those of our scheme, secure track
verification requires at least 40 ADS-B messages to reliably
detect spoofing attacks in the presence of noise. In comparison, our evaluation showed that our approach can detect
spoofing attacks with a single message in 0.07% of the cases
and only needed a second message for an equal error rate of
0%.
Ghose and Lazos have proposed using Doppler shift measurements for verifying air traffic navigation information
[19]. They proposed a scheme in which benign aircraft verify
the velocity of other aircraft by estimating their radial velocity through Doppler shift measurements. However, they assume in their attacker model that an attacker cannot adjust
the transmission frequency below the frequency tolerance of
receivers for transponder signals of 312.5 kHz. In contrast,
we do not put any limitations on the attackers frequency
accuracy. It is worth noting here that an attacker using a
commercial off-the-shelf software-defined radio (e.g. USRP)
can achieve a frequency accuracy in the order of ±0.01 Hz
[28]. Therefore and in contrast to this work, our scheme is
resistant to attackers which modify their center frequencies
to mimic the Doppler effect.

False Acceptance Ratio
False Alarm Ratio
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Figure 12: The false alarm and false acceptance ratios of our simulation for different thresholds using two successive motion claims. The gray interval
marks the thresholds for which both false acceptance
and false alarm ratio dropped to zero.

added to each FDOA value a random measurement error
from the t-distribution with σ = 90.36 Hz and ν = 5.11 and
tested whether it would have been falsely accepted (dishonest prover) or falsely rejected (honest prover) for different
thresholds. The results are shown in Figure 11. We can summarize that if the three verifiers verified each motion claim
individually, the best performing threshold would have been
T = 610 Hz with a false alarm ratio of 0.1% and a false
acceptance ratio of 0.07%. In absolute numbers, 304 of the
402,627 motion claims were falsely accepted and 366 falsely
rejected.
We then repeated the simulation but instead of verifying
each motion claim individually, we considered two successive motion claims at a time. In the simulation of an honest
prover, we rejected a motion claim if Equation 5 was violated
by both claims. Conversely, in the simulation of a dishonest
prover, we accepted a claim if the claim and its preceding
claim both satisfied Equation 5. The results for all thresholds are provided in Figure 12. Both rates dropped to zero
for thresholds T ∈ [538, 622]. In other words, by using two
successive motion claims instead of one, our scheme detected
all attacks while producing no false alarms.

6.

7.
7.1

DISCUSSION
A Look Ahead: Vehicular Networks

We have shown in the previous sections that motion verification based on FDOA measurements are not only feasible
but also realistic for securely verifying motion of aircraft.
However, ground vehicle scenarios consider much lower velocities. In vehicular networks, the expected radial speed of
a car relative to a receiver located at the side of the road is
about 15 m/s in cities and 35 m/s on highways. This means
that Doppler shifts of radio waves in the vehicular scenario
would be around 36 Hz in cities and 127 Hz on highways in
the best cases. Measuring such a small Doppler shift accurately enough in the ultra high frequency (UHF) band would
require extremely accurate hardware.
For that reason, we envision instead a system that relies on
sound waves (e.g. ultra sound) for motion verification. The
Doppler shift of sound waves is much higher than electromagnetic waves due to the low propagation speed (340 m/s).
If we assume a transmission frequency of 19 kHz and a radial
speed of 15 m/s, the frequency shift would be 922 Hz.
As a proof of concept, we conducted a simple experiment
to analyze the accuracy of measuring the Doppler shift with
sound waves. We used the built-in speakers and microphone
of two off-the-shelf laptops as sender and receiver, and generated a tone with decreasing frequency from 20 kHz down
to 2 kHz using the GNU Radio6 toolkit. The receiving laptop used the method described in Section 4.3 to determine
the FOA of the signal.
The results are shown in Figure 13. While half of the
measurements experienced an error even below 1 Hz, the
maximum absolute measurement error was 17.58 Hz. This
corresponds to a radial speed of about 1 km/h. We can conclude that sound is a suitable medium for verifying velocities
even below walking speed. It is worth noting that we used

RELATED WORK

Several methods have been proposed to securely verify the
location of an emitter. Distance bounding protocols [24, 8, 9,
10] are two-way ranging protocols that rely on cryptographic
techniques to enable a verifier to establish an upper bound
on the physical distance to a prover. Mutlilateration is a
passive localization technique based on the time difference
of arrival (TDoA) of signals at geographically distributed
stations that can be used for location verification [25, 26,
27]. However, these approaches only allow for verification
of the position of a target, not its velocity and heading.
In order to verify the motion of an object, multiple successive measurements are required to estimate the velocity and
heading of the target. Thus, these approaches can only verify the average velocity and heading between the considered
messages. In contrast, our scheme can be applied to single
messages which allows for verification of the instantaneous
motion.
Schäfer et al. have proposed a method to securely verify
the track of an aircraft [13]. By validating the inter-arrival
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to deal with realistic noisy measurement data. Finally, we
demonstrated the practicality of our adapted scheme with
simulations based on real-world air traffic motion data.
In our evaluation, we identified challenges specific to the
air traffic scenario. In particular, we found that transponders used in aircraft generate extremely noisy signals which
makes passively measuring Doppler shifts difficult. However,
our measurements and simulations strongly suggest that our
adapted scheme based on the FDOA is able to verify air traffic over a large area with an equal error rate of zero.
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Figure 13: Measurement error of frequency of arrival measurements of sound waves with different
frequencies. We used off-the-shelf laptops as transmitter and receiver.
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[5] Andrei Costin and Aurélien Francillon, “Ghost is in
the Air(traffic): On insecurity of ADS-B protocol and
practical attacks on ADS-B devices,” Black Hat USA,
Jul. 2012.
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[21] M. Strohmeier, M. Schäfer, R. Pinheiro, V. Lenders,
and I. Martinovic, “On perception and reality in
wireless air traffic communications security,”
arXiv:1602.08777 [cs.CR], Feb. 2016.
[22] International Standards and Recommended Practices,
Annex 10: Aeronautical Telecommunications, 4th ed.,
International Civil Aviation Organization (ICAO),
2007, Volume IV: Surveillance and Collision
Avoidance Systems.
[23] R. H. D. Townsend, “Fast calculation of the
lomb-scargle periodogram using graphics processing
units,” The Astrophysical Journal Supplement Series,
2010.
[24] S. Brands and D. Chaum, “Distance-bounding
protocols,” in Proceedings of the Workshop on the
Theory and Application of Cryptographic Techniques
(EUROCRYPT). Springer Berlin Heidelberg, May
1994.
[25] A. Smith, R. Cassell, T. Breen, R. Hulstrom, and
C. Evers, “Methods to Provide System-Wide ADS-B
Back-Up, Validation and Security ,” in IEEE/AIAA
Digital Avionics Systems Conference, Oct. 2006.
[26] K. Pourvoyeur and R. Heidger, “Secure ADS-B usage
in ATC tracking,” in Tyrrhenian International
Workshop on Digital Communications - Enhanced
Surveillance of Aircraft and Vehicles
(TIWDC/ESAV). IEEE, Sep. 2014, pp. 35–40.
[27] M. Strohmeier, V. Lenders, and I. Martinovic, “On the
Security of the Automatic Dependent
Surveillance-Broadcast Protocol,” IEEE
Communications Surveys & Tutorials, no. 99, 2014.
[28] USRP X300 and X310 Configuration Guide, Ettus
Research, accessed March 2016. [Online]. Available:
https://goo.gl/EqqLqE

145

